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1 Introduction: subdivision surfaces

Subdivision methods are useful to model 3D objects by approximating their bounding surfaces with polygonal control meshes that are inherently nested, and thus inherently define a hierarchy of LODs (Levels Of Detail) that is highly suitable for the coding of the considered 3D object in a hierarchical fashion. [NUR]BSs ([Non-Uniform Rational] B-Splines) are probably still the most widely used representation method for smooth surfaces, but one cannot model objects of non-planar topology with them without having to deal with cumbersome patch stitching and curve trimming mechanisms. Subdivision surfaces are similar to [NUR]BSs and other families of patches in that they are generated by a 3D control point mesh; but unlike the control meshes that must be used for patches, those of subdivision surfaces can have any topology.

Subdivision surfaces are defined as the limit of an iterative refinement process that splits the polygons of the control mesh from the previous step to yield a finer one. If this process is carefully designed, the iteratively refined control mesh converges to a limit surface that does not generally have a closed form representation, but that is as smooth as [NUR]BSs and other piecewise polynomial [or rational] surfaces are. In fact, subdivision surfaces can be particularised to generalise BSs [7] and, although the most popular subdivision schemes generate smooth limit surfaces by nature, they can be extended to model objects with boundaries and sharp features (corners, creases, etc.) that are not easily handled by patches.
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-
Two generations of a subdivision surface triangular control mesh:
left: abstract graph; right: 3D mapping for an interpolatory subdivision scheme.

Figure 1-left shows two generations of the abstract graph corresponding to a simple triangular 3D control mesh: the five initial triangles, whose vertices are shown as circles, have been subdivided into four smaller triangles each by splitting their edges at their midpoints, which are added to the mesh as new vertices (dots). Figure 1-right shows how the abstract graph could be mapped onto its corresponding 3D control mesh in such a way that the images of the dots would not necessarily be the midpoints of the edges formed by the images of the circles. In fact, it is precisely by not mapping the midpoints of the abstract graph edges onto the midpoints of the 3D control mesh edges that it is possible to perform a gradual smoothing of the initial control mesh. Note also that, although the initial vertices may have different numbers of neighbours each, the vertices introduced by the refinement process are all regular, i.e., they do all have, for a triangular mesh, a valence equal to six.

Several subdivision schemes have been proposed and studied, one of the main differences between them being whether all vertices of all the successive control meshes obtained throughout the iterative process belong necessarily to the limit surface or not. Interpolatory schemes, like the one from Dyn et al. [1], are those for which the limit surface interpolates all vertices of all of its control meshes; in the case of non-interpolatory ones, like Loop’s [5], not all vertices of any control mesh need to lie on the limit surface. In the first case, only rules for splitting edges are needed; in the second, rules for repositioning old vertices by taking into account the positions of their neighbours must also be specified. Both kinds of schemes could be useful for the purposes of LODs generation and hierarchical mesh coding, although interpolatory ones seem a better choice, since they guarantee that all vertices of any LOD lie on the target surface.
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-
Weights for the interpolatory butterfly subdivision scheme.

Figure 2 shows the weights that must be assigned to the positions of the old vertices (circles) to calculate the position of the new vertex (dot) that will be the image of the highlighted edge midpoint, according to the simplest version of the interpolatory butterfly subdivision scheme described by Dyn et al. This subdivision scheme yields C1-continuous limit surfaces in the topologically regular setting, that is, in regions of the mesh whose vertices have valence six. Elsewhere, the limit surfaces could have undesirable sharp features, but those are easily avoided by modifying slightly the subdivision rules as explained by Zorin et al. [9].
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-
Gradual smoothing achieved by the butterfly subdivision scheme.

Figure 3 shows the smoothing effect achieved by recursively and systematically subdividing the triangles of an initial mesh according to the butterfly scheme in just two steps.

2 Hierarchical 3D mesh coding with subdivision surfaces

The problem of automatic LODs generation is that of finding how to approximate a given target surface described by, say, a very fine triangular mesh, by coarser and coarser triangular meshes, which differ more and more from the target surface according to some distance measure. This is frequently done by gradually collapsing selected edges from the given finest LOD mesh, while merging the vertices at their ends and deleting the pairs of triangles sharing those edges. The reconstruction phase, in which the finest mesh is recovered from the coarsest one, consists rather logically of a series of vertex splits, which are the inverse operations to edge collapses. Information is recorded at each edge collapse so that the resulting vertex can, later on, eventually reposition itself, and always give birth to another vertex at a certain position, and to the edge and the pair of triangles that disappeared from the mesh at the edge collapse.

This approach certainly produces progressive meshes, in the sense that one can progressively recover the finest LOD from the coarsest one, but the LODs are not hierarchically nested: they do not form a pyramid of LODs, as the ones produced by a subdivision approach do. Another disadvantage of this approach is that edge collapses can easily result in generally undesirable topological changes of the mesh.

One of the properties of subdivision methods is that the surfaces associated to the succesive meshes generated by the initial control mesh are all homeomorphic (topologically equivalent) to the surface represented by the base mesh. Note that we refer here to the topology of the surfaces, i.e., to abstract characteristics such as their closedness and genus that follow from their having borders, holes or handles; and not to the topology of the meshes themselves, which are determined by the triangle connectivities of their abstract graphs. It is important to mention that, as two homeomorphic surfaces can be represented by meshes of different topologies, it is rarely straightforward to make four-to-one merges with the triangles of a given target mesh to extract automatically a base control mesh from it. In fact, the topologies of all meshes obtained by recursively and systematically splitting into four the triangles of a given base mesh follow the same simple pattern known as subdivision connectivity. Therefore, the problem mentioned above has a simple solution only if the abstract graph of the target mesh exhibits this same kind of connectivity. Otherwise, the target mesh has to be remeshed by an either automatic [2] or user driven [4] procedure to make it conform to the subdivision connectivity rules.

The problem is then to find a base control mesh that yields, when the subdivision scheme is repeatedly applied upon it some number of times, the given target mesh, eventually remeshed. Of course, that problem has generally no solution if stated as above, because one cannot expect the new vertices that appear at each stage of the subdivision process to lie precisely on the target surface as the old ones do. But nothing prevents one from correcting slightly the positions of those new vertices after the standard subdivision rules have misplaced them, and to use that slightly modified mesh as the input one for the next step of the subdivision process.

It is easy to imagine then a hierarchical 3D mesh transmission scenario, in which an initial, coarse mesh has already been transmitted somehow (probably following the MPEG-4v2 standard) and is taken as the base mesh for the subdivision process, so only the details to be added to the new vertices need to be sent. If both encoder and decoder have previously agreed upon a set of subdivision rules, those details can be considered to be “prediction errors”, because they measure the difference between the predicted vertices, that would result from the normal subdivision process, and the real ones, that lie on the target surface.
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-
Subdividing a tetrahedron with a sphere in mind: first step of the process.

Figure 4 illustrates this idea: after subdividing the base mesh by splitting its edges, details are added to the new vertices (dots) to have them lie also on the target surface, and the whole process can be repeated upon the resulting mesh.

In fact, all subdivision schemes themselves can be viewed as operating exactly this way, in the sense that they all share a first step of topological refinement of the abstract graph, followed by a second step of geometrical smoothing of the 3D surface represented by the mesh. In the first, the density and connectivity of the mesh are enriched by splitting the edges of its abstract graph into two at their midpoints and connecting them together so that each original triangle is split into four. In the second, those new “abstract midpoints”, and perhaps also the old vertices (depending on whether the considered subdivision scheme is interpolatory or not), are mapped to some positions in 3D-space, chosen so that a smooth limit surface will be obtained by iterating the process. The only differences between the second phase of geometrical correction of the mesh in the regular subdivision process and that described above reside in their generality degree and goal: in the first case, a set of well-defined rules is used in every case to produce a smooth limit surface; in the second, an ad-hoc solution is used to have the limit surface match a particular target mesh.
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-
Hierarchical coding of a sphere with nested LODs:
from left to right: levels 0 (base mesh), 1, 2 and 5.

Figure 5 shows four LODs of a sphere obtained by recursively and systematically subdividing the faces of a tetrahedron and correcting the positions of the new vertices introduced at each step before proceeding with the next. Note that the tetrahedron is the simplest object that may serve as a base mesh for any target surface homeomorphic to the sphere, although it could be more efficient to use a stretched octahedron as a starting point to model a bottle, for example.

3 Advantages of the proposed method

3.1 Predictive coding

The more obvious advantage of transmitting those details, instead of the full vertex positions, is the one any predictive coding scheme would offer: a more compact code can be obtained by using the prediction errors rather than the predicted values themselves, since the former are smaller than the latter. Moreover, for smooth target surfaces, a smoothing subdivision scheme as the butterfly one will generally produce smaller and smaller prediction errors (and, therefore, more and more efficient code), as the subdivision progresses.

3.2 Embedded coding with zerotrees of wavelet coefficients

The advantages mentioned above, while important, do not make any use of the organisation of the set of details, which is inherently hierarchical. This can be exploited by using wavelet techniques to achieve even higher coding efficiency in a way similar to that used by Shapiro [6] to perform embedded image coding by using zerotrees of wavelet coefficients. The way Shapiro proceeds to obtain an embedded code, which is one where the code for a coarser approximation of the data is a prefix of the code for any finer one, is the following:

· A discrete wavelet transform of the image yields a compact multiresolution representation of the data in which most high-frequency coefficients are negligible relative to a certain threshold. This matches exactly the described structure of the set of details obtained with a smoothing subdivision scheme (provided, of course, that the target mesh is smooth itself).

· As significant coefficients are so much in the minority, the problem of designating the significant ones far outweighs that of coding their values, and that is exactly the idea behind zerotrees: to obtain a compact multiresolution representation of significance maps, which are binary maps indicating the positions of significant coefficients.

Schröder and Sweldens [8] also used a family of the so-called second-generation wavelets to represent functions on a particular 2-manifold: the sphere. Second-generation wavelets are a necessary extension of the classic wavelets when one wants to use them in topologies other than simple manifolds (the real line, the plane, 3D space, etc. — eventually with boundaries: a segment, a rectangle, a box, etc.). The reason for this is that classic wavelets are constructed with translates and dilates of a family of functions, and translation is not well defined in more complex manifolds like, for instance, the simplest closed surfaces.

Kolarov and Lynch [3] combined both approaches to compress (scalar) functions defined on any generic 2-manifold. Their work is the most related one to our problem and, in fact, its introduction says it explicitly: “[...] surfaces have information about illumination, texture, etc. distributed about them. In this report we will focus on the representation of that distributed information, although it is clear that the techniques described herein are also applicable as well to the description of the geometry.” (sic).

One of the most important foreseeable advantages of this kind of wavelet-based representation of surfaces is the ability to solve, at least partly, the problem of 3D animated mesh coding. Up to now, there have been two versions of the MPEG-4 standard, and only the second (MPEG-4v2) deals with the coding of generic (other than human-like faces or bodies) 3D models, which, even though they can be fully shaded and textured, have to be static. If there are future versions of the standard (MPEG-4v3?), the problem of 3D animated mesh coding will certainly have to be faced. And the same points that Zorin et al. [10] bring up to justify the power of wavelet-based surface representations to handle interactive multiresolution mesh editing can be used to explain why animation at different scales/LODs is very easy to achieve with them.

3.3 Adaptive subdivision

Up to now, only systematic subdivision of all triangles of the successive meshes has been described, but, of course, further savings can be obtained by having the subdivision mechanism be adaptive instead [10]. Given that the main purpose of the proposed coding technique for 3D meshes is their final rendering, such an adaptiveness should be based on the effect on the perceived result. Although there could be other important view-dependent criteria for deciding whether to subdivide or not a given triangle, such as its screen size or its crossing the silhouette of the object, the adaptiveness of the subdivision should probably be based mostly on surface curvature. In regions of the mesh that have little detail (flat areas, for instance), those prediction errors will fall below a certain threshold, and the time and space/bandwidth costs associated with the subdivision can be spared by simply not subdividing certain triangles.

A price has to be paid, however, for the efficiency benefits of adaptive subdivision: that of having to fix the cracks which may appear in the rendered surface at those places where the corresponding mesh is non-conforming, because two adjacent triangles have been subdivided up to different levels. Fortunately, those potential cracks are in fact easily taken care of, if the “generational gap” between any two adjacent triangles is never greater than one generation deep. If this generational gap rule is enforced during the subdivision process, it is always possible to make a non-conforming mesh be conforming by subdividing each less subdivided triangle of a conflicting pair into two, three or four new triangles. This decision is completely local, and can be made on-the-fly, for rendering purposes only.
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-
A local solution to the crack problem.

Figure 6 shows how potential cracks can be avoided by generating two new edges and splitting the bigger inverted triangle of the left mesh into three new triangles.

4 Status of the work

Algorithms for efficiently subdividing an initial, coarsest level mesh according to the butterfly scheme have been implemented and successfully tested with hundreds of initial meshes of different sizes ranging from a few to several thousand vertices, although it must be noted that big base meshes do not really make much sense. The subdivision can be either systematic or adaptive (based on local surface curvature and triangle size), and the generational gap rule explained above is enforced to avoid potential cracks in the mesh. Additionally, algorithms for the zerotree coding of wavelet-based representations of the meshes have been adapted from the ones described in [6], [8] and [3], and implemented with the subdivision software, although they do not take full advantage yet of the adaptive subdivision.

Remeshing algorithms such as those described by Eck et al. [2] to extract automatically a full hierarchy of LODs from a given target, finest level mesh have also been partially implemented, although not yet integrated with the subdivision software. Other remeshing techniques such as the one used by Zorin et al. [10] to locally smooth a fine mesh to obtain a coarser one could be adapted, implemented and validated as well.

More work needs to be carried in order to compare significant coding efficiency results of the proposed technique to the ones that may be achieved with the progressive 3D mesh coding tools that are already in the WD of the MPEG-4v2 standard. Nevertheless, the preliminary results obtained so far seem promising enough to propose that the MPEG-4’s SNHC (3DMC) subgroup start a CE on “Hierachical 3D mesh coding with subdivision surfaces” (M10?).
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